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Capital markets are at a structural inflection

point. The question of whether distributed

ledger technology (DLT) and tokenization would

achieve institutional relevance has been

answered. The focus has shifted to whether

Europe will build the infrastructure to capture

these benefits or cede that opportunity to other

jurisdictions. At its most fundamental, this

concerns who will define next-generation

financial market architecture.

As European Commissioner for Financial

Services Albuquerque has observed, tokeniza-

tion amounts to a reconstruction of the opera-

tional foundations of finance itself. “The next

decade of finance will be code-written, shaped

by networks, powered by tokenized assets and

influenced by decentralized systems.”

At its core, DLT replaces the fragmented constel-

lation of siloed databases underlying financial

market infrastructure with a shared, synchro-

nized record accessible to all authorized

par ticipants. Tokenization extends this into the

instruments: stocks, bonds, fund shares, or

collateral claims are represented as digital

tokens with embedded rights, obligations, and

programmable parameters, enabling the com-

plete security lifecycle to be administered on a

single platform. The ECB has been unequivocal:

the full potential of tokenization is contingent

on the settlement asset being digital. Without

tokenized money at the center, the market risks

devolving into fragmented pools of private instru-

ments lacking a trusted settlement anchor.

DLT-based securities have demonstrated com-

pressed timelines, reduced intermediation

costs, and automated lifecycle management.

Fractional ownership broadens access to a

wider investor population, reflecting Albu -

querque’s characterization of tokenization as

the democratization of finance. Senior Euro -

pean policymakers have been equally clear:

digital assets are simultaneously a capital

markets infrastructure question, a competi-

tiveness question, and a question about the

international role of the euro. 

Few areas illustrate the efficiency case more

concretely than collateral management. The

liability-driven investment (LDI) crisis of

autumn 2022 demonstrated that under acute

market stress, conventional multi-step cash

collateral workflows do not merely introduce

operational delay, they become amplifiers of

systemic risk. Tokenized Money Market Funds

represent a structurally superior approach:

issued natively on DLT, they may be posted as

collateral without cash conversion, preserving

yield and settling atomically against the asset

leg. Combined with on-chain delivery-versus-

payment, this constitutes a fundamental

re-engineering of collateral mobility.

Completing this architecture requires digital

cash. The Eurosystem and its relevant stake-

holders have been clear: central bank money

must be extended into the new environment

while preserving safety, uniformity, and finality.

Pontes will enable DLT-based transactions

to settle against central bank money from

the third quarter of 2026, with the Appia

roadmap establishing a pathway towards a

fully integrated tokenized ecosystem by 2028.

Above that public settlement anchor, the pri-

vate sector should innovate through tokenized

deposits and regulated stablecoins, provided

the two-tier monetary framework underpin-

ning the euro’s stability is preserved.

Scaling requires coordination above all. Common

standards are a prerequisite; without them, in-

teroperability will remain theoretical. Regulatory

frameworks must mature from provisional pilot

structures into permanent regimes. Liquidity

gravitates towards reliable infrastructure, and

entrenched patterns are difficult to displace.

Public-private cooperation must convert individ-

ual initiatives into integrated market infrastruc-

ture. Europe established the foundation. The

imperative now is to build the market.

Editorial

Tokenization, the Next Chapter 
of Capital Markets

Christoph Hock
Christoph Hock

Head of Tokenization & Digital Assets

Union Investment
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Introduction

According to the efficient market hypothesis, an

asset’s price should instantly and fully reflect all

public information (Fama, 1970). In theoretical

models, this “efficient price” represents the

asset’s true fundamental value. In real-world

trading, however, an asset’s true value is inher-

ently unobservable because investors face

incomplete information and uncertain future

cash flows. To circumvent this, financial

researchers and market practitioners rely on

observable trading outcomes, such as transac-

tion prices or the current best bid and ask lim-

its, to approximate the true value of an asset.

Despite their widespread application as true

value proxies, price measures like the mid-

point – the average of the best bid and ask lim-

its – are known to be inefficient true value prox-

ies, because of several frictions. For instance,

the midpoint is a discrete variable, constrained

by the tick size, the minimum incremental

price change, whereas the true value is by def-

inition a continuous variable. Furthermore, the

midpoint, as well as the transaction price, neg-

lect information beyond the best bid and ask.

However, in modern financial markets, high-

frequency traders react to new information

within microseconds, primarily using passive

limit orders that do not affect rigid price meas-

ures such as the transaction price or midpoint

(Brogaard et al., 2019). Consequently, these

conventional price measures may not fully

reflect prior information and may be unsuitable

for approximating an asset’s true value, espe-

cially for assets heavily traded by high-fre-

quency traders.

The application of inefficient price measures,

such as the midpoint, can significantly affect

both research findings and investors’ decision-

making. For instance, Hagströmer (2021)

demonstrates that using the midpoint to

approximate the true value can lead to sub-

stantial overestimation of transaction costs.

This finding calls into question the conclusions

of numerous prior studies on asset liquidity

and highlights the risk for investors to make

suboptimal trading decisions based on miscal-

culated costs. 

Against this background, the goal of this re -

search paper is to compare the qualitative and

quantitative properties of various price meas-

ures used in market microstructure and to sys-

tematically evaluate their efficiency. Further -

more, we aim to analyze the determinants of price

measures’ efficiency and demonstrate the con-

sequences of using inefficient true value proxies

in empirical research and practice. 

Five Ways to Measure an Asset Price

In our analysis, we examine five distinct price

measures: 

1. Transaction Price: The price of the most

recent execution. Although highly practical, it is

inherently sporadic, because it updates only

when a trade occurs, and it is constrained by

the tick size.

2. Midpoint: The standard price measure for

intraday financial market analysis, defined as

the average of the best bid and ask limits.

While it updates continuously with new orders

or quotes, it assumes that the true value lies

exactly in the middle, ignoring the volume of

shares available on either side.

3. Quantity-Weighted (QW) Midpoint: The QW

mid point adjusts the standard midpoint by

weighting the best bid and ask limits according

to their respective volumes. If buying (selling)

pressure dominates, the QW midpoint shifts

closer to the best ask (best bid).

4. Tick-Size Constrained Quantity-Weighted

(CQW) Midpoint: This price measure behaves like

the QW midpoint but limits the volume-weighted

adjustment to half of the asset’s tick size. This

boundary constraint may prevent excessively large

adjustments when the bid-ask spread is wide.

5. Micro-price: As an alternative price meas-

ure, Stoikov (2018) proposes the so-called

“micro-price” which models expected future

price movements conditional on the bid-ask

spread and order book imbalance. While the

micro-price offers a sophisticated and dynamic

view of the market, its estimation requires sig-

nificant computational effort.

Data and Methodology

To tackle our research goals, we evaluate the

efficiency of the five price measures using limit

order book data from all DAX40 constituents

between January 2nd and June 30th, 2023.

Research Report

Efficient or Not? Price Measures in
Market Microstructure
FINANCIAL THEORY HOLDS THAT ASSET PRICES INCORPORATE ALL AVAILABLE

INFORMATION. YET, A FUNDAMENTAL QUESTION REMAINS: WHAT EXACTLY CONSTI-

TUTES A “PRICE”? WHILE INVESTORS AND RESEARCHERS COMMONLY RELY ON

TRANSACTION PRICES OR QUOTED MIDPOINTS, ALTERNATIVE PRICE MEASURES

EXIST THAT MAY CAPTURE INFORMATION MORE EFFICIENTLY. THIS STUDY COM-

PARES THE INFORMATIONAL EFFICIENCY OF CONVENTIONAL AND ALTERNATIVE

PRICE MEASURES AND DEMONSTRATES HOW THE CHOICE OF A PRICE MEASURE CAN

INFLUENCE RESEARCH OUTCOMES AND TRADING DECISIONS.

Tino Cestonaro Niklas Trimpe
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We use the predictability of future stock returns,

calculated using the five different price meas-

ures, as our inverse measure of price efficiency.

In our empirical analysis, we estimate various

regression models to predict these returns

across different horizons based on prior public

information, including lagged values of the mar-

ket return, the asset return, and imbalances in

the asset’s order book. For each of the five price

measures, we estimate regression models

based on a single trading day and evaluate them

out-of-sample on the next trading day. The

larger the out-of-sample predictability across

all asset-days, the less efficient the price meas-

ure is. To account for high-frequency dynamics,

we use lags and prediction horizons starting at

100 milli seconds (ms). 

Empirical Findings

Our results indicate that all price measures

exhibit significant predictability based on

lagged public information, demonstrating that

they are not perfectly efficient in the sense of

the efficient market hypothesis. Among all the

price measures evaluated, the transaction price

is the least efficient, exhibiting the highest level

of predictability, followed by the midpoint.

Table 1 shows the gain in predictive power for

each additional lag of past public information

across all prediction horizons. A bold value indi-

cates a statistically significant gain in predict -

ability at the corrected 5% significance level.

Specifically, we find that, on average, it takes more

than 30 (60) seconds for the transaction price

(midpoint) to fully reflect public information. In

contrast, the more sophisticated price meas-

ures, the micro-price and the CQW midpoint,

are the most efficient. These measures exhibit

the lowest predictability in our sample and take

less than five seconds to fully incorporate public

information. Overall, our results demonstrate that

inefficient price measures deviate, on average,

between 1.47 and 2.68 basis points from the most

efficient price measure, namely, the micro-price.

The use of inefficient price measures can have

substantial implications for both researchers

and investors, potentially leading to biased

empirical results and suboptimal trading deci-

sions. For instance, we show that utilizing the

midpoint as a true value proxy for calculating

transaction costs (based on the effective

spread) leads to an overestimation of transac-

tion costs by more than 16% compared to the

micro-price. Moreover, our results reveal that

price discovery mechanisms relying on the mid-

point as a reference price, such as dark pools,

are systematically used to exploit inefficiencies

in this price measure. On average, execution

prices deviate by 1.83 basis points from the

true value, leading to implicit trading costs for

the disadvantaged side of the transaction.

Therefore, the fairness of dark pool executions

can be substantially improved by adopting more

efficient price measures as the reference price.

Conclusion

The rise of algorithmic and high-frequency trad -

ing has fundamentally changed how information

is transmitted in financial markets. In modern

markets, traditional price measures such as

transaction prices and midpoints may no longer

serve as appropriate proxies for an asset’s true

value. This study demonstrates that alternative

price measures, particularly the micro-price

and the CQW midpoint, incorporate information

more rapidly and efficiently than conventional

measures. Adopting these more efficient meas-

ures can strengthen the validity of research

results, enhance trading decisions, and in -

crease the fairness of dark pool executions.

Overall, the study highlights that “price” is not a

single, straightforward concept in financial

markets. Different price measures reflect infor-

mation at different speeds and with varying

degrees of accuracy. Selecting the appropriate

price measure is therefore crucial not only for

financial research but also for trading strate-

gies, market design, and regulatory oversight.
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Table 1: Maximum Increase in the Ratio of Predictability for Each Lag

Note: All values are multiplied by 100. One, two, and three stars indicate whether the increase in Mean Squared Error Ratio is statistically significantly larger than 0 at
the 10% (*), 5% (**), and 1% (***) significance levels, respectively.

Lag Transaction Price Midpoint QW Midpoint CQW Midpoint Micro-price

t : t-100ms 0.09 0.29 0.22 0.20 0.22

t-100ms : t-1s 0.57 0.80 0.57 0.23 0.30

t-1s : t-2s 0.44 0.35 0.21 0.02 0.06

t-2s : t-5s 0.81 0.37 0.20 -0.07 -0.05

t-5s : t-15s 1.12 0.28 0.14 -0.19 -0.18

t-15s : t-30s 0.45 0.07 0.02 -0.40 -0.40

t-30s : t-1min -0.45 0.02 -0.62 -0.77 -0.78

t-1min : t-2min30s -1.39 -1.54 -1.52 -1.64 -1.65

t-2min30s : t-5min -2.91 -3.03 -3.02 -3.10 -3.10
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Introduction

The platform economy now mediates a large

share of transactions across ecommerce,

financial services, and digital marketplaces.

However, launching a new two-sided platform

remains difficult: sellers stay away if buyers

are absent, buyers stay away if sellers are

absent, and this “cold-start” or “chicken-and-

egg” problem makes it difficult for new

entrants to reach critical mass (Caillaud and

Jullien, 2003). Conventional remedies such as

subsidies or marketing require substantial

upfront capital, which favors incumbents and

well-funded challengers while disadvantaging

resource-constrained entrants.

A different approach has emerged from the

blockchain ecosystem. Rather than transfer-

ring cash or price discounts to early users,

platforms allocate revenue-sharing tokens that

grant claims on the platform’s future revenue.

Therefore, these tokens link user incentives

directly to platform success and, as such,

require no upfront capital (Table 1). The mech-

anism is theoretically attractive (Bakos and

Halaburda, 2022), but its consequences for

actual platform launches have not been stud-

ied empirically. Against this background, we

explore whether revenue-sharing tokens

enable early coordination without compromis-

ing longer-term growth, and under which con-

ditions the mechanism falls short.

Revenue-Sharing Token Airdrops as Launch

Strategy

A revenue-sharing token entitles its holder to a

proportional share of future platform revenue.

We develop an analytical model in which the

entrepreneur allocates a fixed number of

tokens across three uses: participation incen-

tives to bootstrap adoption, investment in plat-

form quality, and retained ownership. The allo-

cation is committed through a smart contract

and cannot be revised once announced.

Because token holders capture future revenue,

the secondary-market token price aggregates

beliefs about platform success and makes the

value of participation incentives observable to

potential users. Additionally, it allows revenue-

sharing tokens to coordinate adoption without

requiring the platform to spend capital upfront

(as it only distributes future revenue, condition-

al on platform success).

Figure 1 summarizes the launch mechanism.

In Period 0, the entrepreneur commits a fixed

token supply to participation incentives, quality

investment, and retained ownership. In Period

1, eligible users claim incentives and seed the

seller and buyer bases through coordination;

trading volume generates fee revenue that

capitalizes into a secondary-market token

price. In Period 2, post-launch propagation

either turns the launch state into self-sustain-

ing growth or stagnates, depending on plat-

form quality.

Two limits constrain the analytical mechanism.

First, the entrepreneur must direct incentives

to users who will generate revenue. As trans-

actions on blockchains are transparent, the

entrepreneur can observe users’ past activity

on incumbent platforms for targeting (“noisy

signal”). We summarize the strength of these

observation signals as targeting precision.

Second, an allocation that successfully

resolves launch coordination may exhaust

resources (i.e., revenue-sharing tokens) needed

06 efl | insights 02 | 2026

Revenue-Sharing Token Airdrops
as Platform Launch Strategy
BLOCKCHAIN-BASED PLATFORMS HAVE INTRODUCED REVENUE-SHARING TOKENS

AS A NEW WAY TO OVERCOME THE COLD-START PROBLEM AT PLATFORM LAUNCH.

HEREBY, PLATFORMS GRANT USERS CLAIMS ON FUTURE REVENUE RATHER THAN

DEPLOYING CAPITAL UPFRONT. HOWEVER, THIS NEW STRATEGY ALSO INTRODUCES

NEW TRADE-OFFS AND RISKS. THIS ARTICLE PRESENTS AN ANALYTICAL MODEL AND

A NATURAL EXPERIMENT ON THE USE OF REVENUE-SHARING TOKEN AIRDROPS FOR

PLATFORM LAUNCHES.

Björn Hanneke Oliver Hinz

Research Report

Table 1: Comparison Between Traditional Subsidies and Revenue-Sharing Token Airdrops 

Platform launch Traditional subsidies Revenue-sharing token airdrops

Claims on future revenue

Endogenous 
(i.e., rises and falls with platform success)

Smart contract 
(i.e., algorithmic and irrevocable)

Historical/verifiable (on-chain) 
activity

Value to 
recipient

Fixed at issuance 
(i.e., independent of platform success)

Commitment
mechanism

Marketing budget 
(i.e., revocable and discretionary)

Targeting Demographic or ongoing
targeting

Cash payments or price 
discounts

Form of user 
incentive
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for post-launch investments, e.g., to pay devel-

opers for product development, that determine

whether early adoption propagates into sus-

tained growth.

These two limits interact. When targeting pre-

cision is low, the platform must distribute more

participation incentives to reach valuable

users, which leaves less resources for quality

investment. We formalize the resulting failure

mode as the Coordination Trap: the platform

secures initial coordination but is unable to

convert it into self-reinforcing growth because

it lacks the necessary resources.

The analytical model yields three testable

propositions: revenue-sharing eligibility

increases initial participation (Proposition 1);

the resulting participation translates into an

increase in revenue when targeting precision is

sufficiently high (Proposition 2); and post-

launch propagation generates self-sustaining

growth only when platform quality is above a

critical threshold (Proposition 3).

Our framework extends prior work that has

studied cryptographic tokens primarily as utili-

ty or governance instruments (Bakos and

Halaburda, 2022; Canidio, 2026). Existing stud-

ies show that tokens can finance platform

development, organize governance, and seed

early-stage markets, but they do not examine

claims that distribute future platform rev-

enues, nor do they separate launch coordina-

tion from post-launch propagation. We address

this gap by treating the token explicitly as a rev-

enue-sharing claim and by analyzing the entre-

preneur’s allocation decision in two stages, so

that the conditions under which coordination

succeeds and growth fails become analytically

distinct.

Empirical Investigation

We test the model propositions in a natural

experiment built around the launch of

LooksRare, a digital marketplace for non-fun-

gible tokens (NFTs) that opened in January

2022. At launch, LooksRare distributed approx-

imately 120 million revenue-sharing tokens,

worth roughly USD 700 million at prevailing

market prices, to more than 124,000 eligible

users. This airdrop was, at the time, one of the

largest in crypto history. Each token entitled its

holder to a proportional share of the platform’s

revenue.

Thereby, the airdrop’s eligibility rule supplies

an unusually clean identification strategy. A

user qualified if her cumulative NFT trading

volume on the incumbent platform OpenSea

during a fixed six-month window exceeded a

stated threshold (e.g., 3 Ether (ETH) at the low-

est tier), and additionally, if the user listed at

least one NFT on the new platform. This eligi-

bility rule was announced only at launch, the

thresholds were sharp cutoffs, and the under-

lying trading data are recorded on the public

Ethereum blockchain. Users could therefore

neither anticipate the rule nor manipulate the

running variable. Hence, eligibility around the

threshold is, for practical purposes, quasi-ran-

dom. Given this setting, we translate the ana-

lytical model’s predictions into three testable

propositions.

Proposition 1 (Coordination effectiveness) fol-

lows from the model’s first-stage logic that

linking adoption to claims on future revenue

lowers the effective entry threshold. We there-

fore expect that Proposition 1) Eligibility for the
token airdrop increases the probability of par-
ticipating on the new platform (Intention-to-

treat effect).

Proposition 2 (Value creation) requires that the

eligibility signal identify users who will gener-

ate revenue. The participation increase should

translate into a corresponding revenue in -

crease when targeting precision is sufficiently

high. Thus, Proposition 2) Eligibility-induced
participation increases user-level revenue
contribution at the threshold.

Proposition 3 (Network propagation) concerns

the post-launch phase. Sustained growth

requires that early adoption propagate through

cross-side network effects, which in turn

depends on platform quality being above a crit-

ical threshold. Hence, we test Proposition 3)
Early adoption generates self-sustaining
growth through cross-side network effects
when platform quality is sufficiently high.

To test Proposition 1 and Proposition 2, we im -

plement a regression-discontinuity (RD) design

at the 3 ETH cutoff, which defined if users were

07efl | insights 02 | 2026

Figure 1: Timing of the Platform Launch and Coordination Dynamics

Period 0:
Commitment

Period 1:
Launch and Claiming

Period 1:
Participation and Trading

Period 2:
Post-launch Propagation

Airdrop
participants Seller base Seller base

Sale listings Buyer base

Platform
quality

Transactions
and Volume

Transactions
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Fee revenue Fee revenue
Secondary market

token price formation

Retained
ownership

To
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l T
ok
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up
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Participation
incentives

Quality
investment

Coordination Propagation

Buyer base
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eligible to participate in the airdrop, with the

user-level participation indicator and log (1 +

revenue) as outcomes. To test Proposition 3, we

estimate a daily reduced-form propagation sys-

tem on the four market segments (new and

retained sellers, new and retained buyers),

regressing each on lagged same-side activity

(e.g., seller-seller), opposite-side activity (e.g.,

seller-buyer), airdrop claims, the token price,

and platform-development effort proxied by

LooksRare public GitHub commits.

The empirical setting is rare in platform-

launch research. Comprehensive on-chain

data allow us to observe every transaction,

every eligibility computation, and every airdrop

claim at the user (i.e., crypto wallet) level for

more than 380,000 trades during the platform’s

first year, reconstructed from approximately 7

million historical NFT transactions covering

727,000 unique wallets. We complement the

RD design with placebo cutoffs at 2 and 4 ETH

and with time-varying estimates at horizons

from 7 to 365 days after launch, which togeth-

er stress-test the validity of the threshold and

the persistence of the estimated effects.

Discussion of the Results

The empirical results support the model’s cen-

tral claims. Eligibility for the airdrop raised the

probability of participating on LooksRare by 1.9

percentage points at the 3 ETH threshold (sta-

tistically significant). Revenue-sharing tokens

therefore coordinated initial adoption, consis-

tent with Proposition 1. Time-varying RD esti-

mates show that the effect is stable across

post-launch horizons from 7 to 365 days, and

placebo cutoffs at 2 and 4 ETH produce no

comparable discontinuity, which supports the

validity of the design.

However, eligibility had no significant effect on

revenue contribution at the threshold. Propo -

sition 2 therefore receives no support. This

finding can be explained with the model’s pro -

po sition on targeting precision. A robustness

check confirms that historical trading volume

on the incumbent platform turned out to be a

weak predictor for revenue on the new plat-

form; in the language of the model, the target-

ing precision parameter implied by the air-

drop’s eligibility rule is low. As a result, users

listed an NFT on LooksRare to satisfy the air-

drop requirement and then disengaged.

Lastly, cross-side network effects exist but are

too weak to sustain growth. A 1% increase in

opposite-side users predicts only a 0.15 to

0.20% same-side increase the next day, and

same-side persistence elasticities sit between

0.66 and 0.74, below the threshold for self-

reinforcing expansion. Developer activity, our

proxy for platform quality, correlates positively

with participation but at modest magnitudes

(elasticities between 0.029 and 0.070). The joint

pattern, i.e., strong initial coordination, no rev-

enue jump, and weak propagation provides

partial support for Proposition 3.

Our findings carry three implications for plat-

form operators and policymakers. First, eligi-

bility rules should be treated as predictors of

future user value, not as static filters that

reward past behavior. When ex-ante signals are

weak, staged or activity-conditioned designs

(e.g., phased airdrops, milestone-contingent

vesting, or point-based allocation systems)

separate the initial coordination promise from

the eventual payout and shift effective targeting

toward observed on-platform behavior.

Second, the secondary-market price that makes

revenue-sharing claims credible is itself a cost-

ly input. Liquidity provision via market-making

arrangements, treasury-backed incentives, or

protocol-owned liquidity competes directly with

investment in platform quality. Token-based

coordination strategies should therefore be

budgeted alongside the market infrastructure

that supports them, not evaluated in isolation.

Third, revenue-sharing incentives produce

moral hazard on both sides of the platform.

Users can capture the incentive by performing

the minimum qualifying action without con-

tributing to lasting platform activity, and oper-

ators may underinvest in quality once coordi-

nation has been secured (Malinova and Park,

2023). Reward schedules that pay out for con-

tinued activity, rather than against eligibility

alone, can mitigate both problems.

Taken together, our findings clarify the condi-

tions under which revenue-sharing promotes

adoption and the circumstances under which it

falls short. Revenue-sharing can resolve

launch-stage coordination without requiring

upfront capital, but success at that task does

not guarantee that the platform reaches the

conditions required for sustained growth. The

next generation of token-based launch designs

should be evaluated against this combined

standard, with eligibility rules tuned to predict

future on-platform value and with explicit

budget for the secondary-market infrastruc-

ture and quality investments.
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Insideview

AI Adoption in German Banks
INTERVIEW WITH PHILIPP SCHWAAB

Artificial Intelligence (AI) is rapidly moving

from isolated use cases to a strategic trans-

formation topic for financial institutions.

Helaba Group has established a dedicated AI

governance / transformation structure and is

pursuing a bank-wide rollout of AI applica-

tions. How is the AI transformation shaping

German banking? 

AI has evolved from a niche technology into a

board-level priority across German banking.

Institutions increasingly view AI not only as a

lever for efficiency but as a strategic instru-

ment to secure long-term competitiveness,

enhance risk management, and enable new

business models. AI is not a collection of iso-

lated use cases, but a continuous transforma-

tion driver that permeates the entire organiza-

tion. The real shift we observe is that AI is no

longer experimental, it is becoming embedded

in decision-making, fundamentally reshaping

how banks operate and compete.

Many financial institutions are currently posi-

tioned somewhere between pilot projects and

the productive deployment of AI. Which chal-

lenges do banks encounter in the practical

implementation?

The challenge is no longer access to tech -

nology, but the transition from experimentation

to industrialization. In addition, regulatory

requirements and model risk considerations

add complexity to deployment. At Helaba, we

address this by combining strong governance

with clear prioritization and a focus on busi-

ness value. Scaling AI requires disciplined exe-

cution, cross-functional collaboration, and a

shift from isolated innovation to enterprise-

wide integration.

The challenge is no longer access to AI tech-

nology but enabling employees to use it

effectively and responsibly. What organiza-

tional changes are required to successfully

scale AI across a banking group like Helaba?

Building a productive AI solution is only the

starting point; the differentiator for AI adop -

tion is Empowerment. This means enabling

employees through the right skills, tools, and

mindset to integrate AI into their daily work. At

Helaba, we invest in training, user-friendly

platforms, and clear usage guidelines to

ensure that AI becomes accessible and trusted.

Organizationally, this requires closer collabo-

ration between business units, IT, and gover-

nance functions, as well as new roles such as

AI Empowerment roles and AI product owners.

Ultimately, success is measured by tangible

impact in day-to-day operations. When

employees experience real efficiency gains or

quality improvements, adoption accelerates

naturally and sustainably.

What impact do regulatory developments

such as the AI Act have on organizations such

as Helaba?

For Helaba, the EU AI Act is not merely a regu-

latory requirement but a strategic framework

for building trustworthy AI at scale. We have

made a conscious decision to integrate its

principles into our platforms and governance

from the outset. This includes transparency,

explainability, security, and responsible use of

data. By embedding these requirements early,

we reduce implementation risks and create a

solid foundation for scaling AI solutions. The AI

Act also shapes our technology and partner

strategy, with a strong focus on European solu-

tions that support digital sovereignty and strict

data protection. Overall, regulation is not a

barrier but a driver for professionalization and

a key differentiator for European banks.

In your view, how can banks balance the

speed of innovation with the high require-

ments for security, transparency and com -

pliance?

Balancing innovation and control requires a

structured yet pragmatic approach. Close

alignment between business, IT, and compli-

ance functions is critical. Ultimately, speed and

security are not contradictions. If managed cor-

rectly, strong governance can actually accelerate

innovation by providing clarity and trust.

From today’s perspective, which specific

application areas for Generative AI appear

particularly promising?

Generative AI is especially powerful wherever

unstructured information plays a major role.

Internally, productivity and knowledge man-

agement are clear priorities. Our bank internal

AI assistant Helena is a good example: it can

read extensive ESG and sustainability reports

in the context of real estate or credit analysis

and automatically extract the relevant informa-

tion, significantly reducing manual effort and

processing time of employees.

Thank you for this interesting conversation.

Philipp Schwaab

Chief AI Officer

Helaba
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News

usd AG as New efl Industry Partner
We are pleased to have gained usd AG, a leading expert in cyber security in Germany, as a new
industry partner. As one of the few consulting companies with a pure focus on cyber security,
usd AG offers a comprehensive portfolio – from security audits and technical security analyses to
strategic security consulting. This makes usd AG a major player in strengthening the information
security and resilience of international organizations, particularly in highly regulated industries.
Welcome to efl! 

EFMA Best Paper Award Runner-Up 
The paper “Market Making without Adverse Selection: Evidence from Retail Savings Plans” by
Benjamin Clapham, Peter Gomber, Julian Schmidt and Niklas Trimpe was awarded as Best Paper
Runner-Up at EFMA (European Financial Management Association) 2026. Congratulations!

Best Poster Award for Prof. Binnig and Co-Authors
Prof. Binnig and co-authors have been awarded the Best Poster Award of the GI DB Group Spring
Meeting 2026 in Regensburg for their poster “JUSTINE – Demonstrating Self-organizing Data
Schemas”. The authors propose an approach to automatically derive suitable data schemas for rela-
tional databases based on the data that is inserted. JUSTINE can reduce the overhead of using a
relational database, since there is no need to manually craft a suitable schema. Congratulations!

Dr. Tino Cestonaro Received FIRM Dissertation Prize
Dr. Tino Cestonaro, doctoral student at the Chair of e-Finance (Prof. Dr. Peter Gomber), was awarded
the dissertation prize of the Frankfurt Institute for Risk Management and Regulation (FIRM) for his
dissertation “Information Dissemination and Price Formation in Securities Markets”. His work pro-
vides valuable insights into price formation in financial markets, which are of central importance for
assessing the efficiency, stability, and fairness of markets. Congratulations!

ANNUAL CONFERENCE OF THE EFL IN 2026
The efl Annual Conference on “Better Data, Less Fragmentation & More Retail – Success Factors
for European Financial Markets?” will take place on November 26th, 2026, at Deutsche Börse AG
in Eschborn. The conference addresses current challenges and opportunities for European capital
markets, including the European liquidity gap, market fragmentation, Europe’s global competi-
tiveness, and the evolving retail investment landscape. We thank Prof. Dr. Peter Gomber and his
team for organizing this year’s conference. Our special thanks go to Deutsche Börse for hosting us.
Seats are limited, please register early! Participation is free of charge. For more information and
registration, please visit: https://www.eflab.de/events/efl-annual-conference-2026.
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This paper introduces a transformer-based framework for analyzing customer journeys, which are
sequences of interactions between a customer and a firm over time (e.g., social media interactions,
E-Mail clicks, or ad exposures). The authors conceptualize these journeys as being analogous to
sentences in natural language, where each interaction is like a “word” in the whole sequence.
Understanding a customer journey is critical, because it allows firms to see how specific touch-
points and their timing align with key objectives, such as generating leads or reducing customer
churn. The authors propose a unique heterogeneous mixture multi-head self-attention mechanism
to capture individual-level differences and complex relationships between touchpoints. Firms can
leverage the model’s insights to identify high-potential customers and optimize the timing of
personalized interventions.

Lu, Z.; Kannan, P.:
In: Journal of Marketing Research, 63 (2026) 1, pp. 1–26.

Infopool

RESEARCH PAPER:
AI FOR CUSTOMER JOURNEYS: A TRANSFORMER APPROACH

The authors introduce SHARQ, an explainability framework that mines association rules from rela-
tional data. It quantifies the contribution of individual elements to the rule set’s interestingness using
Shapley values. SHARQ captures element frequency and rule-interestingness variability across dif-
ferent rule lengths. SHARQ computation is exponential; however, the authors develop a more efficient
algorithm (SHARQ*) with near-linear (in the number of rules) cost by pruning irrelevant coalitions.
They also propose a multi-element SHARQ* algorithm that amortizes computation across elements,
achieving up to 13.8 times speedup. The framework enables element, rule, and attribute importance,
allowing users to identify redundant rules and high-impact features. Experiments on 67 rule sets
demonstrate the feasibility, robustness, and advantages over alternative measures.

Ben-Efraim, H.; Davidson, S. B.; Somech, A.:
In: Proceedings of the ACM on Management of Data, 3 (2025) 1, pp. 1–25.

RESEARCH PAPER:
SHARQ: EXPLAINABILITY FRAMEWORK FOR ASSOCIATION RULES
ON RELATIONAL DATA
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